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Exploring and Smoothing Data

The following is artificial data.

Does it show anything other than random variation?





Try the simplest model

Fit a straight line. When it looks like there’s nothing, this is
often the first attempt.

The estimated slope is 0.0011105. It uncertainty (assuming
white noise) is σβ = 0.0004993. The test statistic for the slope
is t = 2.224, and its associated p-value is p =0.0263.

That’s significant! So yes, there’s a linear trend (at least).

It’s not “impressive” (whatever that means), but it’s real.





Exploring and Smoothing Data

What do the residuals look like? Are they white noise?

Plot the residuals and look at them (always an important step!).

Compute the autocorrelation function (ACF).







Exploring and Smoothing Data

Nothing obvious in the residuals, and the ACF appears consis-
tent with white noise.

Look for more using analysis.

Try a quadratic function of time. The p-value for the quadratic
term is 0.9419, which is not significant (not even close). And the
plot looks much like the linear-fit plot. No significant quadratic
term.





Exploring and Smoothing Data

Look for more.

Try a cubic function of time. The p-value for the cubic term
is 0.0247, again significant, so it’s looking like maybe a cubic
polynomial.





Stepwise Regression

We could also try a quartic, or quintic, or polynomials of degree
6, 7, 8, ... At each step we can test whether or not the new terms
improves the fit with statistical significance. Such a process is
called stepwise regression.

We can plot the statistical significance (p-value) of the new term
for each polynomial degree.





Stepwise Regression

Only degees 1 and 3 are significant, so we should really stop
with a cubic polynomial.

Note: there are dangers with stepwise regression, mainly that
we’re trying so many models there’s too much chance for some
of them to hit the “significance” mark just by accident. Some
people actually recommend not doing stepwise regression, but
I find it a useful thing, esp. for exploration. But – be cautious
accepting results.



Stepwise w/Polynomials

A specific danger using stepwise regression with polynomials,
is that for high polynomial degree the probable errors increase
so rapidly at the edges.



Stepwise Regression

How does our cubic-polynomial model compare to the true sig-
nal (which we only know because this is artificial data)?





Model Selection by AIC

Another way to select models is by the Akaike Information Cri-
terion. It’s based on estimating the likelihood of the model fit,
then accounting for how many parameters the model has. For
a model whose fit has likelihood L when using k parameters,

AIC = −2 ln(L) + 2k.

The “best” model is that with the lowest AIC. It rewards models
which fit well (likelihood L goes up so − ln(L) goes down so AIC
goes down), and penalizes models with more parameters (k goes
up so AIC goes up).



Model Selection by AIC

There are other information criteria, of which the best-known
alternative is the Schwartz information criterion, a.k.a. the
Bayesian information criterion or BIC. It penalizes additional
parameters more severely than AIC does.

Let’s try again polynomial fits for degrees 1 to 10, but this time
plot the AIC for each polynomial degree.





Model Selection by AIC

The “best” model (lowest AIC) is cubic, as we got before.

Note: one estimate of how much better is to take the difference
between AIC values for models d = AIC1−AIC2, then estimate
the ratio of the chances for the two models as e−d/2.

Note: AIC is not infallible. BIC is not infallible. Stepwise
regression is far from infallible. Nothing is infallible ...

So use common sense. When in doubt, I tend to have more
confidence in simpler models (usually with fewer parameters).



Model Selection by AIC

For small samples (or even in all cases), there’s a correction to
AIC leading to “AICc” (n = sample size)

AICc = −2 ln(L) + 2k +
2k(k + 1)

n− k − 1



Different Artificial Data

This time the linear trend is “obvious.”

Test for it even when it looks obvious!!!

Yeah. It’s real.





What Else?

The million-dollar question is: what else is there? Anything?

We could go looking for it by trying a bunch of models like we
did before. Let’s try something different.



Smoothing

What hides patterns in the signal, is the noise. In these cases
the noise is much bigger than the signal (except for the linear
trend in these data which is obvious).

Instead of looking for more pattern with a lot of models (like
we did before), let’s increase the signal-to-noise ratio. We’ll do
that by smoothing the data.

I’ve said before (only half-joking) that there are as many
smoothing methods as there are analysts who use them.



Smoothing

We’ll start with the simplest way to reduce the noise:
averaging.

Averaging reduces the noise, and usually creates very little in-
terference with that part of the signal which unfolds on “slow”
time scales. Its danger is that it greatly interferes with signal
which unfolds on “fast” time scales.

The data are meant to simulate monthly data. Let’s transform
them to annual data, simply by annual averaging.





Smoothing

Let’s look at even slower time scales, by computing 5-year av-
erages, and 10-year averages, and 20-year averages ...









Smoothing

All those smooths seem (visually) to follow the simple straight
line we fit to these data to begin with.

Another advantage of averaging is that we can compute the
uncertainty of the average itself.

Let’s compare the 20-year averages with error bars to the linear
fit we got at the start.





Moving Averages

The averages don’t significantly depart from our original linear
fit. That’s a sign that the linear fit might be right. Maybe.

Complication: the 20-year averages are from t = −60 to −40
(although there’s nothing before −50), from t = −40 to −20,
from −20 to 0, from 0 to 20, etc. Why those boundaries? Why
not from t = −50 to −30, from −30 to −10, etc?

What about averages of a given length over all possible bound-
aries? That gives us moving averages.



Moving Averages

1st average from t1 to tn, where n is the number of time points
in the averaging window (note: for 20-year averages of monthly
data, there are n = 240 points per average). This average
value is taken as the smoothed value at the average time of the
window.

2nd average: advance the window by 1 data point; the next
average is from t2 to tn+1. It applies to the average time of that
window. Next average from t3 to tn+2... Final average from
t(N+1−n) to tN (where N = number of data points).



Moving Averages = Boxcar Filter

The smoothed value is the sum of weights (1/n, with n the
number of data points in each average) times data values. These
weights “slide through time” advancing one data point at a
time. Note: the weights must sum to 1, so that if the data
are all equal to some constant, then the averages will equal the
same constant.

The weight function can be plotted at all times if we set them
to zero outside the averaging window. This makes it a “boxcar
function.”



Moving Averages = Boxcar Filter

The process of computing such sums (weights × data values)
and sliding the weight function through time, is the application
of a filter to the data. The filter is the weight function (boxcar
function in this case).



Filters

–aside–

We can apply a filter to continuous data (rather than observed,
hence discrete, data). If the continuous function is f(t) and the
filter is w(t), then the filtered (smoothed) result is

g(t) =
∫
f(s)w(t− s) ds.

This process is usually referred to as convolution of f with w.











Other Filters

Other filters are possible, using different weight functions. We
do want to ensure that the filter values sum to 1, so that if the
data are a constant then the smoothed values will be the same
constant.

Nice, but underutilized, filter is what I call a “tent filter.” The
filter values go from zero to maximum linearly, then back down
to zero linearly. Again, we slide the filter through time, but
make sure all windows have all the filter values – so we don’t
get values too close to the edges.











Tent Filter

The tent filter gives a smoothed estimate which isn’t as “choppy”
as a boxcar filter (it’s a “smoother smooth”)



Gaussian Smooth

Another popular choice is a Gaussian filter. The weight func-
tion is the Gaussian function (normal distribution).

We can’t include the entire weight function because the Gaus-
sian function never goes to zero (except at infinity). So, we
have to allow for that fact.

I use weight values at time tj

wk = e−
1
2
(tk−tj)2/τ2 ,

(τ is the “time scale” in terms of time, not number of data)



Gaussian Smooth

Then I compute the smoothed value as

yj =

∑
k wkxk∑

k when there′s datawk
.

That ensures that if the data are a constant, the smoothed
values are the same constant.

We can extent it all the way to the edges of the data (but the
edge values are biased).







Fancy Smooths

There are some fancy methods too. These include:

Spline fit: fit a piecewise polynomial function (usually a cubic)
to pieces of the time span, but ensure they match up at the
boundaries between spans. The boundaries between spans are
called “knots.”

Fourier filters: We’ll discuss a little when we get into Fourier.

Singular Spectrum Analysis (SSA): We’ll also discuss a lit-
tle bit later.



Lowess Smooth

My favorite is the lowess smooth, for “locally weighted scatter-
plot smoothing.”

It too uses a “sliding window” on the data. Within the sliding
window, we do a polynomial regression. The polynomial order
is usually kept low (R defaults to a linear, i.e. degree 1, I prefer
a quadratic, i.e. degree 2).



Lowess Smooth

Within the sliding window, the fit is done by weighted least
squares, with a weight function designed to emphasize what’s
in the middle of the window and down-weight what’s at the
edges.

Usual weighting function is the “tricube function” (although
others are possible).

w(u) ∝


(1− |u|3)3 |u| < 1

0 else



Lowess Smooth

After the “first pass”, points which are “way outside” the smooth
(the outliers) can be downweighted and the process is repeated.



My Own Lowess

I wrote my own “modified lowess” program. I use a different
weighting function, and instead of a quadratic fit I use a “modi-
fied quadratic” which prevents too much curvature at the edges.

I also compute the uncertainty of the smoothed value.

And, I compute the slope of the smoothed fit.

I suggest you use ordinary lowess, whatever’s included in your
software – they’re all good.













Smooths

All smooths have a method, and use a time scale. Long time
scale (e.g. wide filters) are slow smooths, short time scale are
fast smooths.

They tend to identify the slow stuff as signal and the fast stuff
as noise. This is often the case, but not always.

Like model fits, they will fit the signal (mainly, we hope) but
they’ll also fit part of the noise. With luck, most of what you
see will reflect signal, but some will be due to the noise.



Real Data: Global Temperature from NASA





































Project:

Find some data. Find some software to do averages, moving
averages, Gaussian smooth, lowess smooth.

If you can, write a program for a tent filter.

Go exploring. Try polynomial fits (beware of edge effects). Try
smooths. Play around with them a lot!



Project:

Experience counts!

The more you use the available tools, the more you’ll under-
stand their properties, their useful characteristics, their caveats.
Do it until you’re blue in the face – then you’ll have begun to
get good at it.


