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Finishing Regression Theory

We still have some regression theory to cover, but we’ll bring it
to a close this time (mostly at least).

Next time, we’ll work examples, show lots of graphs, and demon-
strate doing much of it with the R statistical language. I expect
that will be much more entertaining, even enlightening. We’ll
get into how one goes exploring the data, and chooses what
model to use. In short, we’ll get our hands dirty with some
actual data.



Finishing Regression Theory

I think that’ll be a lot more fun than all this theory (for most
of you; for me, the theory is the most fun part).

But we need to know enough of the theory to know what we’re
doing and why. So – bear with me, get through the remaining
regression theory, and then we’ll dive in to the deep end of the
pool.

We’ll start with ...



Weighted Least Squares

Sometimes the noise doesn’t have autocorrelation, but it’s still
not white noise because different values have different variances.
This may happen if, for instance, the noise is measurement error
but different measurements are taken with different instruments
that have different levels of precision. We might even know what
the different variances are.



Weighted Least Squares

Suppose we know that the variance of the noise for observation
α is σ2

α, but different noise values are independent and follow
the normal distribution. The variance-covariance matrix of the
noise is no longer Vαβ = σ2δαβ, it’s now some other matrix (but
still diagonal because there’s no autocorrelation)

Vαβ =


σ2
1 0 0 ... 0

0 σ2
2 0 ... 0

0 0 σ2
3 ... 0

... ... ... ... ...
0 0 0 ... σ2

N

 .



Weighted Least Squares

The pdf for noise value α is
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The joint pdf for all noise values is
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Weighted Least Squares

This is

L = p(ε1, ε2, ..., εN) =
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The negative of its logarithm is

− ln(L) =
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(
ε2α
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+ ln(σα)

)
+N ln(

√
2π).

(Note: no summation convention for α, it’s explicit)



Weighted Least Squares

We will estimate noise values εα as residuals Rα from a model.
Then we’ll need to maximize the log-likelihood by minimizing

E =
N∑
α=1

R2
α

σ2
α

,

i.e. a weighted least squares with weights 1/σ2
α. We used to be

able to write that compactly with the E.S.C. as

E = RαRα.

Now what do we do?



Weighted Least Squares

Define a weight matrix (inverse variance-covariance matrix)

gαβ =



1/σ2
1 0 0 0 ... 0

0 1/σ2
2 0 0 ... 0

0 0 1/σ2
3 0 ... 0

0 0 0 1/σ2
4 ... 0

... ... ... ... ...
0 0 0 0 ... 1/σ2

N


.

The weights assigned to each data point are 1/σ2
1, 1/σ2

2, ...
Low variance ⇒ high weight, high variance ⇒ low weight.



Weighted Least Squares

The total squared error can be written (using the E.S.C.) as

E = gαβRαRβ.

Since gαβ is diagonal, the only terms that survive in the double
sum (two repeated indexes) are those for which α = β, i.e. the
same sum we had before.

Note: again I’m using β as an index, even though I’ll also use
it as a variable (for parameter values). It’s not the best form –
but it’s what I’m used to. I hope it’s not too confusing for you.



Weighted Least Squares

The matrix gαβ is the weight matrix, but we can also call it the
metric tensor.

Recall that the residuals from a linear model are

Rα = xα − βAψαA,

so
E = gαβ(xα − βAψαA)(xβ − βBψβB).



Weighted Least Squares

The partial derivatives of the squared error with respect to the
parameters are

∂E

∂βA
= −2gαβψαA(xβ − βBψβB) = 0.

And we set them = 0 to get the best parameter values. We can
rearrange this as

gαβψαAψβBβB = gαβψαAxβ.



Weighted Least Squares

We used to define the S-matrix as SAB = ψαAψαB, the inner
product of ψαA with ψαB. Now let’s define it as the weighted
inner product

SAB = gαβψαAψαB.

It’s part of a general strategy, that instead of using inner prod-
ucts of N -dimensional vectors, we use weighted inner products.



Weighted Least Squares

The defining equation becomes

SABβB = gαβψαAxβ.

Multipy by inverse of S-matrix

βA = S−1ABgαβψαAxβ.



Weighted Least Squares

Define dual trail vectors as before

ψ†αA = S−1ABψαB.

Then
βA = gαβψ

†
αAxβ,

i.e. the weighted inner product of ψ† with x.



Weighted Least Squares

These new dual vectors have the property that

gαβψ
†
αAψβB = δAB,

the same as before but using weighted inner products. Also

gαβψ
†
αAψ

†
βB = S−1AB,



Weighted Least Squares

When the data actually follow the model, the difference between
the estimated and actual parameters is

∆βA = β̂A − βA = gαβψ
†
αAεβ.

The variance-covariance matrix of the parameter estimates is

〈(∆βA)(∆βB)〉 = S−1AB.

Note: noise variance is now included in S−1AB because it’s now
defined using the weighted inner product.



General Least Squares

Ordinary least squares (OLS) is only BLUE (best linear unbi-
ased estimator) with white noise. But even with autocorrelation
it’s still GLUE (good linear unbiased estimator), and we can re-
vise our error estimates to take autocorrelation into account (as
we did last time).

But there is a method which is BLUE even with autocorrelation,
called general least squares (GLS).



General Least Squares

Let Vαβ be the variance-covariance matrix of the noise. Define a
metric tensor as its matrix inverse (even when it’s not diagonal,
i.e. when there’s autocorrelation).

Define the S-matrix as the wieghted inner product of trial vec-
tors with trial vectors

SAB = gαβψαAψβB.



General Least Squares

Define dual trial vectors as

ψ†αA = S−1ABψαB.

Then the GLS parameter estimates are

β̂A = gαβψ
†
αAxβ.

Variance-covariance matrix of the parameters is

〈(∆βA)(∆βB)〉 = S−1AB.



General Least Squares

Usually, it’s more convenient and plenty good enough to do
OLS and apply an autocorrelation correction. But there are
some cases for which GLS is customary. One is “mixed-effects
models,” which are usually analyzed in a different context but
really amount to GLS. Another example is “Kriging.”



M-estimators

There are other regression methods besides least squares.

For least squares we minimize the sum of squared residuals.
Essentially we treat the squared residual as a “penalty” and
choose the parameters to minimize the penalty.

We can choose other penalty functions instead. In general,
we require that the penalty is non-negative (we don’t reward
mismatch between model and data), and that a bigger residual
doesn’t decrease the penalty (we don’t reward bigger residuals).



M-estimators

For example, we could minimize the sum of absolute values
of the residuals. This is sometimes called “Least-Absolute-
Deviation” or “L1” regression. It has this advantage: when
there’s an extreme outlier, its squared deviation can be so large
that it will overwhelm least squares and that single point can
throw off the regression. But using the absolute-value penalty,
its impact is muted.

L1 regression is much more resistant to outliers, so it’s what is
called robust.



M-estimators

Another strategy is to let the penalty be the squared residual
up to a point, beyond which the penalty only grows linearly.
This is called windsorizing.

Yet another is Tukey’s biweight, in which the penalty grows as
the residual gets bigger up to a point, beyond which is doesn’t
increase at all.

These other penalty functions are chosen to prevent outliers
from having too much effect, i.e. to make regression robust.





Theil-Sen Regression

There are even methods which are called non-parametric, but
since some of them are designed to estimate parameters, a bet-
ter name is probably distribution-free. A good one for fitting a
straight line to data is Theil-Sen Regression.



Theil-Sen Regression

Take any two data points and compute the straight line which
connects them. If the points are xj and xk, at times tj and tk,
then the slope of that line is

mjk =
xk − xj
tk − tj

.

We’ll also compute the median tmed of all the time values, and
use it to compute the intercept at the median time of the line
joining the two data points as

bjk = xj −mjk(tj − tmed).



Theil-Sen Regression

Now suppose we compute these estimates for every possible
pair of data points; we would have a large number of slope and
intercept estimates. The Theil-Sen estimate is the median of
these. The median slope is our estimate of the regression slope,
and the median intercept is our estimate of the intercept at the
median time.



CI for the Theil Slope

For large enough samples, we can compute a 1 − α confidence
interval for the slope using the normal distribution approxi-
mation. Retrieve the standard normal z value for the desired
confidence level z1−α/2. For example, for 95% confidence we
have z1−α/2 = 1.96. Then compute the quantity

D = z1−α/2

√
n(n− 1)(2n+ 5)

18
.



CI for the Theil Slope

Say we have n (not the same as the number of data points)
slope (and intercept) estimates based on data pairs, of which
we’ve taken the median. Compute a lower index L and upper
index U by

L =
n(n− 1)− 2D

4
, U =

n(n− 1) + 2D

4
,

Round L to the nearest lower integer and U to the nearest
higher integer. Then take the Dth and U th slope estimates (in
the sorted list) as the 1− α confidence interval.









When to Use Robust Regression

Sometimes robust regression is necessary, and it’s often because
of the presence of outliers which are sometimes plain mistakes.
One might think that the best course of action would simply
be to eliminate erroneous data points. In this particular case,
that’s correct.

But not all outliers are simple mistakes, they sometimes repre-
sent genuine, important behavior of the system but the distri-
bution of the noise simply isn’t normal.



When to Use Robust Regression

Also, it’s not always clear whether a data value is an outlier or
not; as we already mentioned there’s no universal agreement on
what constitutes an outlier. Even if a data value is simply a
mistake and it’s so extreme as to be visually obvious, we may be
processing very large quantities of data, including vast numbers
of data sets, and visual inspection of all of them might not be
practical. It is possible to define an automated routine to detect
and remove outliers, but this runs the risk of missing some and
mis-identifying others.



When to Use Robust Regression

Robust regression provides an excellent solution to this prob-
lem. Whether or not to use it may depend on inspection of
part of the data – if outliers are found and seem to affect re-
sults, then robust regression may be called for. One can also
analyze some of the data by both least-squares and robust re-
gression in order to find out how often, and by how much, the
difference is palpable. When least-squares and robust regres-
sion disagree too often, the reason should be investigated, and
robust regression may be called for.



Non-Linear Regression

The regression models we’ve studied so far are linear because
they are linear combinations of test functions, which we call trial
functions, so they’re linear in their parameters. But there are
very useful cases for which the function with which we intend
to model our data is not linear in its parameters. This is the
subject of nonlinear regression.



Non-Linear Regression

As a simple example, suppose we believe the signal underlying
our data is of the form

f(t) = β1e
−β2t.

It has two parameters (β1 and β2) but is definitely not linear in
them. We can still fit the model by least-squares by minimizing
the sum of the squares of the residuals from our model fit,
but the solution is no longer so straightforward because of this
nonlinearity in the parameters.



Non-Linear Regression

In this particular case we could log-transform the target variable
to get

ln(f) = ln β1 − β2t.

This signal function is linear in its parameters (if we regard
ln(β1) as the 1st parameter instead of β1), so we could apply
linear least-squares to estimate them.



Non-Linear Regression

But ...

when we log-transform the data values x, we not only log-
transform the signal but the noise which is mixed with it. Hence
the noise will no longer follow the same probability distribution.
In some cases this makes the transformation impossible. If for
instance the signal obeys that equation then all the signal val-
ues are positive. But if the data are signal plus Gaussian noise,
some of the data values might be negative and if we try to
log-transform them the result is nonsense.



Non-Linear Regression

Furthermore, there are situations in which there is no conve-
nient transformation which will make our model linear in its
parameters. If for instance our model were

f(t) = βo + β1e
−β2t,

then we cannot transform it to remove nonlinearity in the pa-
rameters.



Non-Linear Regression

The usual approach is to solve for the parameters numerically.
We could use a “brute-force” approach, to try a large number
of possibilities and select the one which minimizes the sum of
squared residuals, but it’s far more efficient to use some op-
timization search method like the Newton-Raphson algorithm.
Most statistical software includes functions which perform such
optimization.



Non-Linear Regression

Another approach is to abandon the least-squares idea, instead
adopting the maximum-likelihood approach. As a very useful
example, consider the case of logistic regression for binary data,
in which all the x values are either 0 or 1 (which might represent
two possible outcomes like “failure” and “success”). Suppose
that the probability of “success” is some parameter p which
depends on time so p = p(t).



Logistic Regression

Then the probability that x = 1 (success) is p(t) while the
probability that x = 0 (failure) is q(t) = 1 − p(t). The joint
probability of all the observed values L is the product of their
individual probabilities

L =

(∏
x=1

p(t)

)(∏
x=0

(1− p(t))
)
.



Logistic Regression

A very common model for the probability as a function of time
is the logistic function

p =
eβo+β1t

1 + eβo+β1t
.

This can also be viewed as a linear model of the log-odds-ratio

ln

(
p

q

)
= ln

(
p

1− p

)
= βo + β1t.





Logistic Regression

We have

q = 1− p =
1

1 + eβo+β1t
.

We can note that because e0 = 1, the probability of a single
observed value x (which is either zero or 1) can be expressed as

P (x) =
e(βo+β1t)x

1 + eβo+β1t
,



Logistic Regression

The likelihood function is

L =
∏
all x

P (x) =
e(βo+β1t)x

1 + eβo+β1t
.

The solution for the parameters is obtained by numerical opti-
mization in order to maximize the likelihood function.



Generalized Linear Models

For logisitc regression, the probability function is a complicated
expression involving βo + β1t. That’s the kind of linear expres-
sion we used for linear least squares. We might also have used

p =
e(βo+β1t+β2t

2+...)

1 + e(βo+β1t+β2t2+...)
,

which is the logistic function of a more elaborate expression,
but one which is still linear in the parameters.



Generalized Linear Models

In such cases, there is a transformation, called the link function,
which relates the model we’re fitting to an expression linear in
the parameters. Such models can be called generalized linear
models.

Good software (like R) can fit generalized linear models. In
addition to specifying the expression linear in the parameters,
you also need to specify the “link function” to use. It will
perform the optimization needed to find the best parameters
for you.


