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Regression

Let’s look at the details of least-squares regression.

We’ll apply vector notation and use the Einstein summation
convention (E.S.C.) – a lot.

Congratulations! You are part of my grand experiment to in-
troduce the new notation to this discipline.

All the formulae we get are exactly the same you’ll get else-
where, but they’ll be in our new notation (new for this disci-
pline, that is).



Regression

Linear regression model:

xj = βo + β1tj + εj.

It uses two “trial functions”

ψ1(t) = 1(t) (= 1 for all t),

ψ2(t) = t.



Regression

Trial functions define “trial vectors.” First is the unit function,
which defines the unit vector

ψj1 = 1j,

second is the time function defining the “time vector”

ψj2 = tj.

Then the model is

xj = β1ψj1 + β2ψj2 + εj.



Regression

Write with Greek-letter subscripts

xα = β1ψα1 + β2ψα2 + εα.

Two reasons: 1st, it helps think of them as vectors rather than
individual components; 2nd, we’ll use the Einstein summation
convention.

(We could think of it that way, and use the Einstein summation
convention, with Latin-alphabet subscripts too. And we won’t
be too fussy; notation is our servant, not our master.



Regression

What if we had more than two trial functions/trial vectors?
What if we had ψα1, ψα2, ..., ψαr so there are r of them?

Then we would need r parameters, and our model would be

xα = β1ψα1 + β2ψα2 + β3ψα3 + ...+ βrψαr + εα.



Regression

Think of the β values as a vector – but it’s not anN -dimensional
vector (N = number of data points) like x is, it’s an r-dimensional
vector (r = number of trial functions/vectors). It resides in a
different vector space (different dimension, after all).

Use uppercase (capital) Latin letters for that kind of vector, to
distinguish it from the N -dimensional vectors.



Regression

Use the Einstein summation convention for uppercase Latin
indexes as well as lowercase Greek. Then we can write the
model as

xα =
r∑

A=1

βAψαA + εα = βAψαA + εα,

and I don’t have to write the summation sign, it’s implied by
the Einstein summation convention.

Neat, huh?



Regression

The quantities ψαA can be thought of as a set of N -dimensional
vectors, one for each A value so there are r of them.

OR – can be thought of as a matrix, an N × r matrix, which is
called the design matrix. Note that it’s almost never a square
matrix, because in almost all cases N 6= r.



Regression

For a given set of parameters βA = (β1, β2, ..., βr), the residuals
are (Einstein summation convention!)

Rα = xα − βAψαA.
Sum of squares of residuals is

E =
N∑
α=1

(Rα)2.

Write it compactly with the Einstein summation convention

E = RαRα.



Regression

Expand

E = RαRα = (xα − βAψαA)(xα − βBψαB)

Why did I use a different subscript (B instead of A) in the
second term?

Because I want the summations to come out right. The (β×ψ)
sum in the 2nd factor is independent of that in the 1st factor,
so I used different index letters to indicate that via the Einstein
summation convention.



Regression

Getting the summations right can be tricky sometimes, until
you get used to it. Bear in mind that any repeated index which
leads to a summation is really just a dummy index – it doesn’t
matter what it is, as long as it’s the same on all the terms that
should be summed over.

Back to our derivation ...



Regression

Find “best” parameters by requiring that

∂E

∂βA
= 0,

for every parameter βA. This leads to (summation convention
on both α and B)

∂E

∂βA
= 2βBψαAψαB − 2ψαAxα = 0,



Regression

Hence parameters are determined by

βBψαAψαB = ψαAxα.

Define the S-matrix (depends only on trial vectors, not on data)

SAB = ψαAψαB.

Then
SABβB = ψαAxα.



Regression

Notes:

Summation (over index B) makes that matrix multiplication,

the S-matrix is an r × r square matrix,

it’s a symmetric matrix (SAB = SBA),

it’s positive-definite,

it has a matrix inverse, which we’ll call S−1AB.



Regression

Multiply by S−1AB to solve for the parameters

βA = S−1ABψαBxα

(In usual notation β = (ψTψ)−1ψTx). Don’t forget the Einstein
summation convention (makes it matrix multiplication).

This is exactly what we did with linear regression, except we
now allow as many trial functions/trial vectors as we want. We
arranged them into a matrix ψαA called the design matrix which
determines the S-matrix.



Dual Trial Vectors

For a single value of A, ψαA can be thought of as a single trial
vector and all of them make up a set of trial vectors. Use the
inverse S-matrix to define a different set, the dual trial vectors

ψ†αA = S−1ABψαB.

(That’s why there was a dagger on the ψ I used in the last
lesson). Then

βA = ψ†αAxα.



Dual Trial Vectors

Dot product of dual trial vector A with trial vector B

ψ†αAψαB = S−1AJψαJψαB.

(Note I used J for the dummy index, not to confuse it with the
meaningful index B.)

But ψαJψαB is the definition of the S-matrix, so

ψ†αAψαB = S−1AJSJB = δAB.

(δAB is the Kronecker delta, a.k.a. identity matrix).



Dual Trial Vectors

Dot product of dual trial vector A with dual trial vector B

ψ†αAψ
†
αB = (S−1AJψαJ)(S−1BKψαK).

But ψαJψαK = SJK , so

ψ†αAψ
†
αB = S−1AJSJKS

−1
BK = S−1AB.



Projection

The set of all possible data values xα is an N -dimensional vector
space which I call sampling space.

The set of all possible models β1ψα1 + β2ψα2 + ... = βAψαA is
an r-dimensional vector space which I call model space. It is a
subspace of sampling space.



Projection

The residual vector Rα = xα − βAψαA is the part of xα not in
model space. When we minimize RαRα, we’re finding the point
in model space which is nearest the data vector xα because the
sum of squares is the Euclidean distance.

As a natural consequence, the residual vector Rα is orthogo-
nal to all of model space (hence orthogonal to every one of its
vectors ψαA, i.e. RαψαA = 0 for all A.



Projection

If we used a different set of trial vectors which happen to span
the same subspace, we’ll get the same projection and same
residual vector. Ultimately, the projection we get (the model
we get) depends on the subspace spanned by the ψαA, not on
the particular vectors ψαA we use as a basis for model space.

Example: change the zero point of time. Then the “time vec-
tor” is different, but the model space is the same, so we get the
same model.



Projection

It’s worth repeating:

The N data values define a vector in an N -dimensional space.
Least-squares regression is equivalent to projecting that vector
onto the r-dimensional subspace spanned by the trial vectors.
The residual vector is orthogonal to that subspace (and there-
fore orthogonal to the model we get).



Projection

If there are r = N trial vectors and they’re linearly indepen-
dent, then they span the entire space of possible data values.
In that case, projecting it (least-squares regression) leaves it
unchanged, so the “model” will fit perfectly and the residuals
will be zero. This is the ultimate in overfitting.

Even when r < N , when it gets large enough our model can fit
much of the noise as well as the signal. This is the real problem
with overfitting – you’re fitting the noise, not the signal.



















Uncertainty of Regression Parameters

“True” parameters are βA. Estimated parameters are

β̂A = ψ†αAxα.

If the data actually follow the model, then

xα = βAψαA + εα,

in which case
β̂A = ψ†αA

[
βBψαB + εα

]
.



Regression

Now use the fact that ψ†αAψαB = δAB to get

β̂A = δABβB + ψ†αAεα = βA + ψ†αAεα.

When the noise is zero-mean 〈εα〉 = 0,

〈β̂A〉 = βA,

i.e. the least-squares parameter estimates are unbiased.



Regression

Deviation of parameter estimate is

β̂A − βA = ψ†αAεα.

Note: index A is repeated, but not in a product, so
there’s no summation over A values (E.S.C. implies
summation over repeated index values a product only).



Regression

Product of deviations for two parameters (possibly the same
one)

(β̂A − βA)(β̂B − βB) = (ψ†αAεα)(ψ†βBεβ).

Note: In the most extreme example of “possibly con-
fusing notation,” I’ve used the Greek letter β as a vari-
able – the regression parameters – and as an index –
the subscript on ψ†βB and εβ. The two uses of β are to-
tally unrelated, so using the same Greek letter for both
is definitely confusing.



Regression

Why do that confusing thing? Why not just use a different Greek
letter for the subscript, so it won’t be confused with the β variable
for the regression parameters?

Truth is, it would be better form to do exactly that. But – sometimes
I actually do use the same letter to mean one thing as a kernel symbol
(β = parameter value) and another thing entirely as a subscript (β =
abstract index). Confusing? Yes. Bad form? Yes. Do I sometimes
do it? Alas, yes.

Now back to our derivation ...



Regression

White noise: 〈εαεβ〉 = σ2δαβ. This gives us〈
(β̂A − βA)(β̂B − βB)

〉
= ψ†αAψ

†
βBσ

2δαβ = σ2ψ†αAψ
†
αB.

We showed earlier that ψ†αAψ
†
αB = S−1AB, so〈

(β̂A − βA)(β̂B − βB)
〉

= σ2S−1AB.

This is the variance-covariance matrix of the parameter esti-
mates themselves.



Example: Linear Regression

Only two trial functions/trial vectors

ψα1 = 1α,

ψα2 = tα.

The dot product of ψα1 with itself is

ψα1ψα1 =
N∑
α=1

1 = N,

the number of data points. Hence S11 = N .



Example: Linear Regression

Let’s offset the times (if needed) so that the average time value
is zero. But the average time is

〈t〉 =
1

N

N∑
α=1

tα =
1

N

N∑
α=1

(1)(tα) =
1

N

N∑
α=1

ψα1ψα2 =
ψα1ψα2
N

.

(E.S.C.!) This means that when the average time is zero

ψα1ψα2 = 0.

But that’s the (1,2) component of the S-matrix, so S12 = 0.



Example: Linear Regression

What about S22? Special case: times are evenly sampled. If
the average time is zero, and the time spacing is τ , then the
times are

tα =
[
α− 1

2
(N + 1)

]
τ, α = 1, 2, 3, ..., N.

Then we can directly compute

ψα2ψα2 =
N∑
α=1

[
α− 1

2
(N + 1)

]2
τ 2 =

1

12
N
[
N2 − 1

]
τ 2.



Example: Linear Regression

Therefore the S-matrix is

SAB =

N 0

0 1
12
N(N2 − 1)τ 2

 = N

 1 0

0 1
12

(N2 − 1)τ 2


Its inverse is

S−1AB =
1

N

 1 0

0 12
(N2−1)τ2





Example: Linear Regression

If the noise variance is σ2, then the variance-covariance of the
parameter estimates is

σ2

N

 1 0

0 12
(N2−1)τ2

 .
Hence

σ2
β̂1

=
σ2

N
, σ2

β̂2
=

12σ2

N(N2 − 1)τ 2
.



Example: Linear Regression

Also, the covariance between β̂1 and β̂2 is zero, i.e., variance of
the one coefficient (intercept) doesn’t mix with variance of the
other (slope).

That is a very nice consequence of setting the average time to
zero.

Ultimately because: by setting the average time to zero we’re
using an orthogonal basis for our model space (the trial vectors
are orthogonal).



Uncertainty of Trend Value

The trial vectors come from trial functions

ψαA = ψA(tα).

Model vector is the model without the noise

fα = β̂AψαA.

Model function is the model for any time t (not just observed
times tα), without the noise

f̂(t) = β̂AψA(t).



Uncertainty of Trend Value

Uncertainty of estimated value as some arbitary time t is〈
(f̂(t)− f(t))2

〉
= σ2S−1ABψA(t)ψB(t).

since σ2S−1AB is the variance-covariance matrix of the parameter
values.



Uncertainty of Trend Value

For linear regression, even time spacing τ , average time = 0,
that’s 〈

(f̂(t)− f(t))2
〉

=
σ2

N

(
1 +

12t2

(N2 − 1)τ 2

)
.







Stationary but Non-White Noise

What if the noise is stationary, but not white noise?

Uncertainty of regression parameters is still〈
(β̂A − βA)(β̂B − βB)

〉
= ψ†αAψ

†
αBVAB.



Stationary but Non-White Noise

The variance-covariance matrix of the noise is a symmetric
Toeplitz matrix, which I’ll write as

Vαβ = σ2



1 ρ1 ρ2 ρ3 ... ρN−1
ρ1 1 ρ1 ρ2 ... ρN−2
ρ2 ρ1 1 ρ1 ... ρN−3
ρ3 ρ2 ρ1 1 ... ρN−4
... ... ... ... ... ...
ρN−1 ρN−2 ρN−3 ρN−4 ... 1


.

The quantity ρj is the autocorrelation of the noise at lag j.



Stationary but Non-White Noise

Consider a single parameter β̂A, and for shorthand write ψ†α for
ψ†αA. It variance turns out to be

〈(β̂A − βA)2〉 = σ2

 N∑
α=1

(ψ†α)2 + 2
N−1∑
j=1

ρj
N−1∑
α=1

ψ†αψ
†
α+j

 .
Write it as

〈(β̂A − βA)2〉 = σ2
N∑
α=1

(ψ†α)2

1 + 2
N−1∑
j=1

ρj

∑N−1
α=1 ψ

†
αψ
†
α+j∑N

ζ=1(ψ
†
ζ)

2

 .



Stationary but Non-White Noise

The final term is the sample autocorellation at lag j of the trial
vector ψ†α. Call that Ψ†j and write the variance as

〈(β̂A − βA)2〉 = σ2
N∑
α=1

(ψ†α)2

1 + 2
N−1∑
j=1

ρjΨ
†
j

 .



Stationary but Non-White Noise

Common case: ρj ≥ 0 for all lags j.

Always: Ψ†j ≤ 1 for all j > 0.
Then we have the inequality

(∆β̂A)2 ≤ σ2
N∑
α=1

(ψ†α)2

1 + 2
N−1∑
j=1

ρj



≤ σ2
N∑
α=1

(ψ†α)2

1 + 2
∞∑
j=1

ρj

 = σ2
N∑
α=1

(ψ†α)2ν.



Stationary but Non-White Noise

The first part is what the variance of the parameter would be
with no autocorrelation. The factor ν is the “inflation factor”
of the parameter variance due to autocorrelation.



Example: AR(1) Noise

Then ρj = ρj. Hence

ν = 1 + 2
∞∑
j=1

ρj =
1 + ρ

1− ρ
.



Next Time

For white noise, ordinary least squares (OLS) is BLUE, i.e. Best
Linear Unbiased Estimator. For non-white noise (even when
stationary), it’s not. But it is still what I will call “GLUE” (not
an official acronym), for “Good Linear Unbiased Estimator.”
It’s what we most often use, even for autocorrelated noise.

But there is a BLUE estimator, called “GLM” for “General
Least Squares.” There’s also a simplified form of GLM called
“Weighted Least Squares.”



Next Time

There are also many forms of regression other than least squares.
Some are robust, so they’re resistant to outliers. Some are even
non-parametric.

We’ll take a look at weighted least squares, general least squares,
and non-least squares regression.


